ADAPTIVE SPATIAL SAMPLING OF UNKNOWN SOIL CONTAMINATION DISTRIBUTIONS

Louis Anthony Cox, Jr.

Cox Associates, 503 Franklin Street, Denver, Colorado, 80218

September, 1998
ABSTRACT
Suppose that a residential neighborhood may have been contaminated by a nearby abandoned hazardous waste site.  The suspected contamination consists of elevated concentrations in soil of chemicals that are also found in the absence of site-related contamination.  How should a risk manager decide which residential properties to sample and which ones to clean?  We introduce an adaptive spatial sampling approach which uses initial observations to guide subsequent search.  Unlike some recent model-based analysis methods (Dasgupta 98), it does not require any specific model for the spatial distribution of hazards, but instead constructs an increasingly accurate nonparametric approximation to it as sampling proceeds.  Possible cost-effective sampling and cleanup decision rules are described by decision parameters (e.g., how many randomly selected locations to sample to initialize the process, the number of highest-concentration locations to search around, how many samples to take at each sampled location, a stopping rule, and a remediation action threshold.)  We introduce a procedure called simulation-optimization to optimize decision parameter values by simulating the performance of each decision rule.  The simulation is performed using the data collected so far to impute multiple probable values of unknown soil concentration distributions during each simulation run.  The multiple imputation process (Schafer, 97), in turn, is controlled by meta-parameters that determine how data are used how to impute missing data at each location.  These meta-parameters are also optimized with respect to the available sample data.  Applied to real data on soil contamination, using type 1 ("bad clean") and type 2 ("bad skip") error probabilities for wrongly cleaning or failing to clean each location as evaluation criteria, the new method provides a practical approach for quantifying trade-offs between these different types of errors and expected cost, and allows undominated strategies to be identified.
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1.  INTRODUCTION AND PROBLEM SETTING

Figure 1 shows sampling locations and estimated soil concentration contours for polycyclic aromatic hydrocarbons (PAHs) in residential soils  within 2,500 feet of a former asphalt and roofing tar production facility.  The contours express concentration in terms of ppm of benzo(a)pyrene [B(a)P] "equivalents", as calculated from carcinogenic potency factors for the different PAHs following standard EPA methodology and potency values.  Contours were estimated by fitting a smooth nonparametric (quintic spline) regression surface to the sampled values.  The origin is the center of the former asphalt and roofing tar production site.  It is clear from the figure that estimated average soil concentrations diminish with increasing distance from the site.    

FIGURE 1:  Estimated P(a)H Soil Concentration Contours based on Sampled Data at Multiple Locations (500 - 2500 feet from Center)
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Given such data and a presumed health-protective concentration level below which risks are considered acceptable, how should a responsible risk manager decide which additional residential properties to sample soils from (if any) and which ones to then clean?  That is the topic of this paper.  We offer an approach based on adaptive spatial sampling, in which an initial random sample of soil concentrations at residential properties is used to focus subsequent sampling around the highest-concentrations seen so far.  This approach can also be used with other criteria, such as expected utility or risk-cost-benefit criteria, that consider the amounts of contaminant removed and remaining, and perhaps other factors such as the cost of sampling and remediation and the probable sources (site or background) of contamination at different locations, rather than only whether concentrations lie above or below a specified threshold.  Decision rules that maximize the expected utility or net benefit achieved for any level of dollars spent (or that minimize the expected number of decision errors, in the threshold case) can be approximated for various definitions of "net benefit" by simulating the performances of different possible rules. 

Table 1 summarizes the defining elements of the general class of decision problems addressed in this paper.
TABLE 1:  ELEMENTS OF SPATIAL SAMPLING AND REMEDIATION DECISION PROBLEMS

1.
An unknown spatial distribution of soil contamination. 

2.
A set of spatial data collection opportunities, represented by a list of feasible locations at which samples may be collected. 
3.
An initial data set of measured (sampled) concentrations at various locations.

4.  A set of feasible sampling decision rules.  Intuitively, a decision rule specifies what to do next (e.g., where to sample next and whether to stop sampling), given the data observed so far.  

5.  A terminal action decision rule, specifying which locations to clean when  sampling halts.  

6.   A cost function specifying the dollar cost of any sequence of sampling and terminal action decisions.   

7.
A set of outcome evaluation criteria.  Possible criteria include the following:

· Total amount of contaminant removed from residential soils

· Total amount of contaminant remaining in residential soils

· Amount of contamination due to the waste site that has been removed;

· Amount and distribution of remaining contamination from the waste site
· Number of properties cleaned and amount of contamination removed from and remaining at each

· Dollars spent (sum of sampling costs and remediation costs).

In all cases, efficiency requires that the dollars spent to achieve specified levels of the other criteria should be minimized. 

8.  A criterion for choosing among probability distributions for outcomes. 

Suppose that when sampling halts, the joint cumulative probability distribution function (CDF) for the evaluation criteria associated with any terminal act can be estimated from the data.  (Section 3 presents a method for making this estimate.)  Then a procedure is needed to select a most-preferred act.  For example, this might be defined as the act that maximizes (among all feasible acts) the expected value of a utility function of the evaluation criteria, where expected values are computed with respect to the estimated terminal CDF. 

In essence, the problem of optimal sampling may be reduced to the problem of choosing a sampling decision rule (see element 4).  This rule maps available sample information into a decision about where to sample next (if at all) and when to stop sampling.  Applying it to an initial set of sample information creates a sampling trajectory that terminates with a final information set.  That information set, in turn, determines a terminal act, selected to maximize the expected value of some criterion function. An optimal sampling decision rule is one that maximizes the expected value of the criterion function (compared to all other feasible sampling decision rules), taking into account that the terminal act will be chosen to attain this goal.  Finding a useful approximation to such an optimal sampling decision is undertaken in Section 3.  An approximation is required because, in practice, the expected values of different rules are unknown and must be estimated from sample data.

2.
ALTERNATIVE APPROACHES

In recent years, regional EPA offices, working with Potentially Responsible Parties (PRPs) and communities, have evolved several approaches to sampling and remediation decision problems that seek to balance competing goals of efficiency, equity, practicality, and fairness.  Unresolved technical, philosophical, and policy issues include:

(a)
How to estimate the spatial distribution of soil contaminant concentrations from sample data, and how to characterize uncertainties in this distribution.

(b)
How to balance the rights and interests of the neighbors of a production facility against those of the producers and consumers who benefit from it.

(c)
How to assign, and how to limit, the responsibility of producers for mitigating the uncertain health risks from past activities at their sites.

(d)
How to promote equity in investigating residential properties.

(e)
How to decide what levels of uncertain residual health risks to accept in exchange for estimated economic cost savings and benefits.  

These questions are usually addressed in settings where the health risks associated with soil contamination, as well as the extent of contamination by the PRP's site, are not well known.

A traditional default approach to addressing these goals is what might be called the bright-line sampling strategy.  This is a non-adaptive approach that makes no use of spatial patterns in the data.  It consists of three stages, as summarized in Table 2.

TABLE 2:  SUMMARY OF BRIGHT-LINE STRATEGY

(a) Draw a fixed number, S, of samples from each location (e.g., each residential property);  

(b)
Compute sample statistics (e.g., the arithmetic or geometric mean and standard deviation) from the sampled values at each location;  and 

(b) Clean a location if and only if its statistics satisfy a trigger condition, e.g., if and only if the sample mean minus k sample deviations exceeds an action threshold, T.  (T is the "bright line" above which action is required.)

The parameters of this procedure, e.g., (S, k, T), are chosen to give high statistical confidence that the trigger condition will be satisfied (i.e., remediation will be undertaken) unless a desired target condition is met.  A target condition often used in soil and ground-water regulation is that mean concentration at uncleaned locations should not exceed mean concentration at "background" locations, defined as those locations where concentrations are not detectably affected by contamination from the site.  An alternative target condition is that there should be at least 99% confidence that at least 95% of the measurements taken at a location will fall below a background-based Maximum Contaminant Level (MCL) or a health-based Alternative Concentration Limit (ACL).  

Confidence limit and tolerance limit formulas for calculating trigger conditions have been extensively discussed by the EPA for soil and ground water contamination (e.g., 40 CFR Part 264 for RCRA Subtitle C hazardous waste sites).  Gibbons (1994) shows that these recommendations do not adequately protect against false positives.  He recommends a refined set of sampling methods and software for computing nonparametric tolerance intervals when the concentration frequency distributions being sampled are highly uncertain.  A limitation of all such methods is that they treat concentrations at different locations as if they were statistically independent.  In reality, as noted by Gibbons (1994, pages 33 and 76), "Both temporal and spatial correlations violate the independence assumptions.  … [When] comparisons are needed to control for inherent spatial variability, nonparametric procedures are often simply not available." Section 3 of this paper proposes nonparametric sampling procedures that use spatial correlations to improve sampling and remediation decisions.

In general, any a priori choice of sample size, N, leads to more sampling on average than would be needed if N could be selected based on the information obtained via sampling.  Sequential methods (DeGroot, 1970) reduce this inefficiency via a more elaborate formulation in terms of decision boundaries for stopping sampling and making a "skip" or "clean" determination for each property, based on the sample information collected.  A second goal for the methods developed in Section 3 is to make full use of the potential advantages of sequential sampling.

An alternative to the bright-line approach is the Bayesian decision analysis framework, in which sampling and terminal actions are based on posterior beliefs about the likely spatial distribution of contamination, conditioned on all data collected.  The terminal act is selected to maximize the expected value of a utility function.  Table 3 outlines a typical implementation of the Bayesian strategy.

TABLE 3:  OUTLINE OF BAYESIAN DECISION ANALYSIS STRATEGY

(a) Assume that the spatial distribution of contamination is described by a parametric model, say ((x, y ; q), where q is a vector of parameters.  Assume a prior probability density function for q, say, fq(q).

(b) After obtaining any set of observed sample values for soil concentrations at different locations, update beliefs about q by conditioning on the observed values using Bayes' rule.  (This requires knowing or assuming a likelihood function relating q to the observed values.)

(c) Choose the terminal decision, a*, to maximize the expected value of a utility function u(c, b), where the expectation is taken with respect to the posterior (conditioned on observed data) probability distribution for q.

(d) Recursively choose the sampling locations and stopping rule via backward dynamic programming to maximize expected utility.


Arguably, the Bayesian decision analysis framework is a uniquely coherent and powerful guide to "rational" individual decision-making.  It may incorporate a great deal of sophistication in quantifying prior beliefs about complex quantities such as the spatial distribution function and in the dynamic programming algorithms used to decide where to sample next, how many samples to take, and when to stop (DeGroot, 1970).  However, the framework suffers from practical limitations, especially when multiple stakeholders such as PRPs, the community, and regulators are involved.  These include the following:


How to convince others about models?  While an individual decision-maker may have coherent prior beliefs about the appropriate parametric model to describe spatial distributions of contamination, and about its parameter values, it may be difficult or impossible to convince anyone else that the model is reasonable or useful.  Ripley (1981) discusses the limitations of many parametric models for spatial distributions, suggesting that doubts and disagreements are likely to be well-founded.


Unknown and ill-defined priors for spatial density functions.  It may not be easy for even one decision-maker to form or justify a coherent probabilistic model for the prior distribution of the spatial distribution of contaminants.


Hard-to-calculate decision rules.  Dynamic programming is often computationally impractical unless some special structure can be found to constrain the set of decision rules considered.


Unknown or ambiguous utility function.  The utility function which roots the dynamic programming recursion with a well-defined evaluation for the terminal act may be unknown or disputed.  For example, different stakeholders (the PRP, the residential property owners, and the regulators) may have different degrees of risk aversion in assessing uncertain costs or health benefits.  They may therefore disagree about what should be done. More generally, Bayesian decision theory, although often considered compelling for individual decision-making, is not designed to show why the public should accept its prescriptions when these are based on subjective preferences and risk attitudes that not everyone may share.

These challenges must be overcome by any practical sampling and decision-making approach.  The fact that different people have different preferences and risk attitudes has no simple resolution, but may be addressed by bypassing subjective utility-theoretic calculations with simpler criteria for equity and efficiency that most stake-holders accept as fair.  The other challenges can be addressed by technical devices such as data analysis methods that do not require parametric modeling or prior beliefs   These are developed next.

3.  OPTIMIZED ADAPTIVE SPATIAL SAMPLING

This section introduces a heuristic for identifying approximately optimal adaptive sampling decision rules.  It is based on the following main steps:

· Bound the area of greatest concern.  The area of greatest concern is bounded based on initial random sampling followed by simple statistical tests.

· Restrict the class of decision rules considered to a flexible, easily described set.  This paper considers adaptive cluster sampling rules based on order statistics (Thompson and Seber, 1996, Chapter 6).  Such rules have several desirable statistical properties.  They are intended to deal with the fact that the spatial distribution of soil contamination concentrations is unknown, while helping to identify properties that probably have the highest concentrations.  Decision rules in this set are indexed by a small set of decision parameters that define specific adaptive sampling procedures, as discussed below.  

· Evaluate decision rules in the restricted set using simulation-optimization.  For any given set of decision parameter values, the expected performance of the corresponding decision rule is estimated by simulating its application starting from the current data set.  Unknown quantities encountered during the simulation (e.g., contaminant concentrations at locations that have not yet been sampled) are assigned multiple imputed values by repeatedly sampling the available data from nearby sampled locations.  The performance of the decision rule is averaged over the multiple complete data sets (formed from the available data and the imputed values of currently missing data) to form an estimate of its expected performance value.  The size of the neighborhood sampled from to impute missing values is selected to minimize the average error of the imputed values, using the currently available data points as a training set.  We call this entire process of simulation, with decision parameters optimized with respect to performance criteria estimated from multiple imputations of missing data, simulation-optimization.  It is motivated in part by computational Bayesian methods for missing data (Tanner, 1996; O Ruanaidh and Fitzgerald, 1996;  Schafer, 1997).

For each choice of decision parameter values determining a specific decision rule, the rule's expected value (on one or more performance criteria) is estimated by simulation-optimization.  Searching a grid of parameter values yields an approximation to the optimal choice of the sampling decision rule.  Expected values of multiple criteria emphasizing different goals or incorporating different value trade-offs can be estimated in parallel and used to examine the sensitivity of the optimal decision rule to changes in the evaluation criterion.  These ideas are developed in the following paragraphs and illustrated in Section 4.

Bounding The Area of Concern


A variety of non-parametric methods may be used to test whether elevated soil contamination levels are indeed likely to have been produced by the hazardous waste site and, if so, to establish the likely distances and directions where site-related contamination levels are most severe. Examples of such methods include the following.  

1. Gradient methods:  Create several local "cells" or "tiles" of neighboring sample points, e.g., polygonal cells in a Voronoi tessellation of the sampled locations with random seeds (Ripley 81).  Estimate the direction of steepest increase in average concentration for each cell, e.g., by fitting a plane to its sampled concentration values.  Then likely source(s) of contamination can be identified as sinks in the estimated gradient field based on inward-pointing gradient arrows, while the effective boundary of site-related contamination is roughly indicated by where the gradient directions become randomly distributed or no longer biased toward the site.  A related idea is to use steepest ascent methods such as stochastic approximation (Kushner and Yin, 1997) or Evolutionary Operations (Box and Draper, 1969) to adaptively seek the location of the maximum value of the contamination density function based on sequentially sampled values.  If the excess contamination is indeed due to the suspected site, then the maximum value should be located at or near the site.  (For some deposition mechanism, the maximum concentration may occur downwind of an elevated site, but on the spatial scales we have seen, such shifts are small.)

2. Nonparametric regression estimates of the spatial distribution.  If the sampled values are adequately spaced, then the spatial distribution of contamination may be approximated from them using nonparametric smooth surface-fitting technique such as loess, splines, or kernel regression, as in Figure 1 (Venables and Ripley, 1994). Geostatistical techniques such as kriging may also be used to estimate iso-concentration contours (Isaaks and Srivastava, 1989;  Venables and Ripley, 1994).  For such methods, the source(s) of contamination should be located approximately at the centers of concentric contours.  Such methods may give unrealistic values outside the spatial range of the data, however (e.g., the negative numbers in Figure 1.)

3. Nonparametric regression estimates of boundaries.  In each octant (or smaller angular sector, if there are enough data points) fit a nonparametric smooth curve to the relation between distance from the site and concentrations at sampled locations, e.g., using a loess smoother.  The distance from the site at which this curve levels out (if any) indicates an approximate practical boundary for site-related contamination.  An alternative that automatically corrects for multiple hypothesis testing using Bonferroni adjustments (Biggs et al., 1991) or cross-validation is to apply deterministic recursive partitioning (or "classification tree") algorithms to divide the sampled data points into relatively homogeneous sectors.  Although such algorithms are not inherently designed or optimized for spatial data, they can be applied directly to sample data (eastings, northings, and sample concentrations) to obtain an empirical histogram approximation to  using contiguous rectangular blocks.  If sample locations are expressed in polar coordinates, recursive partitioning will create a histogram from annular segments (defined by inner and outer radii and subtending angular directions).  This technique is used in Section 4 to automatically determine a boundary in each angular direction dividing apparent "background" data points from closer-in points with concentrations that are detectably elevated compared to the apparent background.  (See Table 5.)

4. Nonparametric changepoint detection and image segmentation techniques.  A more sophisticated algorithm approximates the unknown spatial density function with a histogram formed from polygonal prisms obtained by iterative improvement of randomly generated Voronoi tessellations (Green, 1995).  Recent developments in Markov Chain Monte Carlo methods (Gamerman, 1997) make such computationally intensive approaches practical.
In practice, several different approaches gave closely similar results for the case study data set described in Section 4.  Therefore, the remaining discussion focuses on decision rules for sampling and cleaning properties within the selected area.  However, it is clear that no statistical approach can preclude the possibility that some site-related contamination extends beyond the statistically identified boundaries.  Rather, these bounding approaches reflect a pragmatic view that the most-heavily contaminated areas should be of primary concern.  

Adaptive Sampling:  A Restricted Class of Decision Rules


An adaptive sampling procedure specifies how to use the sample data collected so far to determine where to sample next and when to stop sampling.  The adaptive cluster sampling rules (Thompson and Seber, 1996) considered in this paper have a simple form.  Each such rule is characterized by the values of four decision parameters, defined as follows:

· N = initial number of random samples to be drawn from the area of concern.   These N samples are in addition to those that have already been obtained, if any, as part of initial exploratory data collection.  N is the number of seeds for the adaptive cluster sampling algorithm.  For urban residential properties, the N seeds may be selected by listing all properties in the area of concern and then drawing N properties at random from this list.  The precise location to sample within a selected property is determined by a standard field protocol (e.g., a randomly selected point with no surface discoloration, evidence of oil spills, or other obvious non-site-related sources of contamination.)

· S = number of soil samples to take from each newly sampled property.

· K = maximum allowed length of a "Search list".  This is a list of properties with the highest average sample concentrations seen so far;  see below.

· T = action threshold.  A property is cleaned if and only if the average of its S sample values exceeds T.

Given the values of the decision parameter vector (N, S, K, T), the corresponding adaptive sampling procedure is as follows.  Call a property fathomed if S samples have been taken from it and from each of its immediate neighbors. Initially, place the K properties with the highest average sampled values seen so far (among the initial samples and the N added samples) on the search list for further exploration.   Fathom each property on the search list (by sampling it and its neighbors), removing it from the list when it has been fathomed.  Whenever a property is found that has an average sample value greater than the K + 1st initial value (i.e., that is higher than any of the values for properties not included on the initial search list), place it on the search list.  Continue this process until the search list becomes empty (i.e., all properties previously placed on it have been fathomed and no new, unfathomed properties have been added to it.)  This terminates the adaptive sampling phase.  Then, clean all and only those properties for which the sample average concentrations meet or exceed the action threshold, T.  Table 4 summarizes the procedure.

TABLE 4:  WORST-FIRST ADAPTIVE SAMPLING WITH PARAMETERS N, K, S, T

1. Randomly sample N previously unsampled locations in the area of concern.

2. Place on a search list the K properties with the highest sample average concentrations observed so far.

3. Fathom each property on the search list by taking S samples from it and from each of its previously unsampled neighbors.  Remove each property from the list when it has been fathomed.

4. Place onto the search list any property with a sufficiently high sample average concentration, where "sufficiently high" means higher than any of the initial sample values not included on the initial search list in step 2.

5. Continue steps 3 and 4 until the search list is empty.

6. Clean those properties with sample average concentrations of at least T.

This procedure may be called a worst-first adaptive search procedure for seeking properties with high soil contamination levels. Despite their simple structure, worst-first decision rules have desirable properties.  As shown by Thompson and Seber (1996, p. 163), they allow unbiased estimation of the average soil concentration remaining in unsampled locations at any stage, even though they are biased toward finding patches of high-concentrations.  The terminal decision rule specified by T is motivated by the Neyman-Pearson Lemma (DeGroot, 1971, p.146), which implies that any weighted sum of type 1 and type 2 errors is minimized by cleaning a location if and only if the likelihood ratio favoring the hypothesis of high vs. low concentration there is sufficiently great.  (The lemma applies to point hypotheses, but can be extended to composite hypotheses on the assumption that the decision-maker wants to clean all and only those locations with sufficiently high average concentrations.)  If the likelihood ratio increases monotonically with the average sample concentration, given the sample size S, then the Neyman-Pearson lemma justifies an action threshold, T. 

As the adaptive sampling procedure is applied, it determines the values of the sampling decisions by taking S samples from each property on the search list.  The search list is determined by the observed history and the decision parameter K.  The terminal act decision rule specifying which residences to clean is  determined by the sample data and the action threshold T. 

Simulation-Optimization of the Adaptive Search Decision Parameters


The key idea for approximately solving the optimal adaptive sampling problem is to restrict search to worst-first decision rules parameterized by a small vector of decision parameters, say, p = (N, K, S, T).  The mechanics of search for an "optimal" procedure in this class are straightforward.  In the applications we have seen, it is practical to perform exhaustive grid search over the integer variables for the entire set of values of practical interest, e.g., with N, K, and S each ranging from 0 to 20.  (Beyond this range, the sampling rules become uneconomical.  Performance tends to be optimized by combinations well within the interior of this region, as discussed later.)  For each combination of values for the integer variables, a line search is conducted to optimize the value of T. 


Although the mechanics of search are straightforward, evaluation of each trial value of p is not.  Given a set of proposed parameter value, say p0 = (N0, K0, S0, T0), the expected performance of p0 on the criteria (e.g., utility function value, type 1 and type 2 error rates, amounts of contamination removed and remaining, etc.) chosen by the decision maker must be evaluated by simulation.  During the simulation runs, missing data values are imputed from available data multiple times and the average performance of p0 is calculated by averaging over these multiple imputations.  In more detail, the evaluation of p0 proceeds as follows.  

1. IMPUTE CONCENTRATION DISTRIBUTIONS:  For each location, impute C values of the true but unknown concentration distribution there by drawing C times at random with replacement from among the values of the M nearest neighbors for which sample data are available (possibly including the location itself, if data have been collected there).  (Alternatively, values may be imputed by drawing at random, with replacement, from all values at locations within a specified radius, R, if the initial sample is dense enough so that several values are available within R feet of each location.  More elaborate methods of imputation, such as distance-weighted sampling probabilities or kriging among nearby values, or nonparametric smoothing and/or regression, could potentially be used in this step, but sampling from actual nearby data values is simple and preserves the distribution of the actual data.)  The parameters C and M (or R) are meta-parameters of the simulation, and will be determined later via optimization.

2. SIMULATE ADAPTIVE SAMPLING.  Simulate the execution of the procedure corresponding to p0.  Thus, select N0 new locations at random from among those that have not yet been sampled.  Sample S0 times from each new location (drawing S0 times at random with replacement from the C available values where imputed data values must be used).  Form a search list of length K0, recursively fathom its members until it is empty, and identify the locations that would then be cleaned.

3. EVALUATE PERFORMANCE.  For each location, evaluate how well the procedure p0 has done, using the imputed concentration distributions.  In other words, for each location, treat the imputed set of C concentration values as if they were the true distribution of concentrations there.  Thus, for example, the value of the true average concentration would be imputed by taking the average of the C imputed values.  Then, evaluate the decisions (clean or not) made by p0 at each location with respect to these imputed concentration distributions.  The imputation step generates estimates of the missing data (the distribution of soil concentrations at each location) needed to evaluate the performance of the adaptive sampling procedure as it would be evaluated if perfect information were available.

4. ITERATE.  Repeat Steps 1-3 a total of I times, where I = number of iterations.  (I = 20 is a typical value in our applications, since experiments show that greater values of I do not change the outcomes significantly.)  Compute the average performance of p0 averaged over the I iterations.  This allows for the fact that, even though Step 3 treats the imputed values as if they were known to be correct within each iteration, the true values are not known.  Evaluating p0 for multiple imputations of the concentration distributions (as well as for multiple random seeds for the adaptive sampling process) builds up a frequency distribution of evaluations based on the data used in the imputations.  The mean of this distribution is an estimate of the expected value of p0 (Schafer, 1997), given the available data used for imputations.

5. OPTIMIZE META-PARAMETERS.  Steps 1-4 enable evaluation of each input parameter vector and its corresponding adaptive sampling procedure for any objective function(s).  This procedure involves the meta-parameters C and M (or R) controlling the imputation process, as well as I, the number of iterations performed to estimate the performance of each input vector.  The final step is to set the values of these meta-parameters.  The value of I is set by satisficing, with 20 or 30 iterations generally proving adequate.  The criterion for adequacy is that increasing the number of iterations further (e.g., doubling or quadrupling it) should make no significant difference in the expected values estimated for the input vectors.  The values of C and M, by contrast, are set by a separate round of optimization based on cross-validation (Gamerman, 1997). Values of C and M are selected to minimize the average error in imputed means vs. empirical means at locations where sample data are available.   (In the case studies reported below, we used C = 10 and M = 5.  Imputed and empirical distributions might also be compared using metrics such as the Kullback-Lieber or Kolmogorov-distances, but we have not tried these.)

Applying the evaluation loop 1-4 to each trial value of p in the search space identifies the adaptive sampling procedures giving the best estimated average performance with respect to any performance criterion desired (e.g., error rates or expected utilities) that can be calculated from the imputed values in Step 3.  Assessing multiple criteria increases the computational burden very little:  it is only necessary to store a performance vector for each p value instead of a single value during each iteration.  The stored performance data then allow correlations and trade-offs among criteria to be displayed.

From a decision-analytic perspective, simulation-optimization of decision parameters exploits the fact that "optimal" decisions are typically made based only on the probabilities of consequences induced by the decisions.  The actual consequences of alternative risk management acts are seldom known at the time a decision must be made.  In the soil remediation context, the actual consequences of an inspection and remediation plan may never be learned, since both the quantity of contaminant removed and the amounts remaining are typically too expensive to find out.  But, to the extent that random resampling of the available sample data (via repeated random imputations) produces a probability distribution for consequences that is close to the true one, the   procedure supplies an approximation to the information needed to select an optimal (e.g., expected utility-maximizing) decision.

4.  A CASE STUDY

Application Setting:  Statistical Challenges and Policy Goals

In 1995, the regional Environmental Protection Agency had reviewed the initial soil sample data underlying Figure 1 and Table 5 with two PRPs, namely, the current owner of the site and a parent corporation.  All parties had agreed on the desirability of the following policy goals:

· Health-protection / efficiency:  Remove as much as possible of the residential contamination created by the site, for any level of resources applied.  (This motivated the "worst-first" approach found in the final approach.).

· Fairness:  Do not have the PRPs clean up soil contamination that was not due to their site.

· Clarity:  Explain and justify to members of the community which locations were selected for sampling and/.or remediation, and why.

Both the EPA Project Manager and the PRPs recognized that it is impossible to simultaneously achieve all these goals with certainty, given the many uncertainties in the data and the partial conflicts among the goals.  The statistical methodology to be developed had to deal with the following challenges:

· Some background locations have higher measured soil concentrations than some of the locations presumably affected by the property.  It is impossible to determine whether (or by how much) any specific individual residential property has been contaminated by the site. 
· Soil concentrations are highly variable, even on the same residential property.  This makes it impractical to determine which locations have the highest mean soil concentrations.  Pulling soil samples at two different locations may suggest that one is more contaminated than the other, but pulling a second set of samples from the same two properties might well reverse their ranking.

· The spatial distribution of soil contamination concentrations is unknown.  The soil samples collected revealed that the frequency distribution of concentrations is approximately log-normal among background locations, but the relation between locations and soil concentrations is very uncertain.

To reach a pragmatic solution, the EPA Project Manager, in agreement with the PRPs, imposed the following constraints:

1. The desired objective function would be to minimize the expected number of decision errors, defined as the sum of type 1 and type 2 errors ("false cleans" and "false skips" of residential locations, respectively).  Although this objective considers only the number of errors made and not their sizes, it was considered simple and clear enough to be understood by the community (unlike utility-based calculations) and likely to produce reasonably fair, efficient, and politically acceptable outcomes.  The objective function was later generalized to a weighted sum of type 1 and type 2 errors.

2. No location should be cleaned that has not first been sampled.  Remediation is sufficiently disruptive for home-owners so that it should not be undertaken without strong evidence of elevated PAHs.  In addition, sampling a location is orders of magnitude less expensive than cleaning it, making it worthwhile to sample extensively before allocating remediation resources.  

To implement the minimum expected-errors criterion, a risk-based health protective concentration level for benzo(a)pyrene [B(a)P] in residential soils was first estimated via probabilistic risk assessment, taking into account likely soil ingestion, inhalation, and dermal contact scenarios and bioavailability factors.  This set an action threshold such that it was deemed to be a correct decision to clean a residential location if and only if the average concentration of PAHs there (expressed as B(a)P equivalents, using conversion tables provided by the EPA) exceeded the action threshold.  

Initial Soil-Sample Data

Table 5 summarizes the soil sample data collected prior to the start of this study.  The corresponding individual data values (see Table 6) were used to initialize the adaptive sampling process and to impute soil concentrations during simulation-optimization.  These data showed that soil concentrations tend to increase near the site and that they tend to be greatest to the north-northeast of the property, in the predominant wind direction (see Figure 1).  

Table 5 was created by applying a recursive partitioning algorithm (Biggs et al., 1991) to the initial sample data.  This algorithm, which was used primarily to bound the area of greatest concern, automatically partitioned the available soil concentration data (expressed as B(a)P equivalent concentrations measured at different polar coordinates) into five distinct "sectors", corresponding to the five rows in Table 5.  Three of these sectors lie in the north-northeast octant, at three different distances from the center of the site.  The recursive partitioning algorithm automatically creates sectors with statistically significantly different frequency distributions of sampled soil concentrations and such that no sub-sectors (identifiable by subdividing the angle or distance coordinates) have this property. 

TABLE 5:  A Partitioning of the Sample Soil Concentration Data Into Statistically Significantly Different Sectors
Sector
Angle Range (degrees)
Distance Range
Mean Conc.

(B(a)P Equiv)
Std Deviation
N

1
48 - 89
< 765 feet
36.6
15.0
10

2
48 - 89
765 - 1193
16.8
6.5
12

3
48 - 89
> 1193
4.9
5.1
21

4
89 - 185
All (< 2500)
4.7
5.8
56

5
> 185
All (< 2500)
10.3
10.4
26

The greatest mean concentration occurs in Sector 1, which lies immediately to the north-northeast of the site, from the fence line out to 765 feet.  Table 6 shows the sample data for all points in this sector.  Seven distinct residential locations had been sampled, some more than once.  The mean of the sampled values is 32.4 ppm of B(a)P equivalents.  However, the standard deviation of the sample values is 15, indicating that the individual values vary widely about the mean.   

TABLE 6:  Sample Data Points in the North-Northeast Octant Inside 765 Feet

Sample #
EASTDIST*
NORTHDIS*
DISTANCE*
 BAPEQ (ppm)

1
112.673
318.913
338.232
61.040

2
111.673
455.913
469.391
43.347

3
111.673
455.913
469.391
45.290

4
332.673
368.913
496.758
17.920

5
332.673
368.913
496.758
26.044

6
347.673
478.913
591.806
17.094

7
97.673
583.913
592.026
25.176

8
97.673
583.913
592.026
52.890

9
97.673
628.913
636.452
32.992

10
332.673
688.913
765.031
10.922

11
332.673
638.913
765.031
43.867

12
332.673
688.913
765.031
11.743

* EASTDIST = x coordinate in feet;  NORTHDIST = y coordinate in feet;  DISTANCE = distance from origin, origin is center of the site.

Table 6 illustrates the extent of concentration sampling variability within the same location.  For example, the last 3 rows (cases 10-12) have the same spatial coordinates, showing that they were taken from the same physical property.  Yet, among these three samples, one value is about 4 times greater than the other two.  This suggests that a confident decision about the true mean concentration at a residential property will require many samples.

Spatial statistical analysis of the correlation between concentrations at different locations, expressed as a function of the distance and direction between them, revealed that concentrations are positively correlated at distances on the order of 100 feet throughout the sample.  Concentrations at the nearest sampled neighbor of a location (typically on the order of 100 feet away) is a better predictor of its concentration than are concentrations at more distant locations.  This observation motivated the need for an approach, such as adaptive spatial sampling, that uses observed high concentrations to help guide the search for other locations with high concentrations.

Implementation Experience and Results

The PRPs proposed the adaptive spatial sampling approach and the simulation-optimization method for determining values of its decision parameters to the regional EPA team in 1996.  Several rounds of discussion generated increasing enthusiasm for the  proposed approach as it became clear that it could potentially address a wide range of practical and statistical issues.  These included the need to learn from data, allocate sampling and remediation resources effectively, and maximize the probability of finding high soil concentrations within the area of concern.  Several refinements and extensions were made at EPA's request, including using several traditional statistical methods (such as linear regression) to confirm the results of the spatial data analysis and the recursive partitioning algorithm summarized in Table 5.  During 1996 and 1997, it became clear that the relative value weights to be applied to different policy goals might change significantly over time, depending in part on the activities of local environmental activists and their effects on shaping community perceptions and preferences.  In particular, the relative priorities to be given to type 1 and type 2 errors were identified as uncertain and labile.  Therefore, the EPA Project Manager generalized his original criterion of minimizing total decision errors to allow minimizing a weighted sum of type 1 and type 2 errors with arbitrary non-negative relative value weights (summing to 1) applied to them.  In addition, the PRPs wished to use a decision method that could also be applied in future to make normatively "rational" decisions, i.e., to maximize the expected value of a single- or multi-attribute utility function. 

 These collaborative discussions between the regional EPA and the PRPs led to the set of desiderata and requirements outlined earlier and addressed by the final methodology.  Both the regional EPA team and the PRPs judged worst-first adaptive spatial sampling with optimized decision parameters to be the most practical and best-justified method proposed to date for balancing the competing policy goals and making effective use of existing data to guide subsequent sampling and remediation decisions.  The EPA Project Manager approved the method for use in 1997 and it was implemented in 1998.

Figure 2 shows the expected type 1 and type 2 error rates (assessed via simulation-optimization) for different decision parameter vectors p = (N, K, S, T).  Table 7 shows example outputs from the 20 parameter vectors having the lowest total error rates, sorted in order of increasing total error rate.   (The strategies used in these illustrations are a subset of over 5000 that were evaluated using grid search.)  Each strategy takes several CPU-seconds to evaluate via simulation-optimization.  The two superimposed scatter plots in Figure 2 show the estimated total error rate (upper scatter plot, square points) and type 2 error rate (lower scatter plot, circles) for each strategy on the vertical axis, while the horizontal axis shows the corresponding type 1 error rates.   The regression lines 

FIGURE 2:  Error Trade-Offs for Different Adaptive Sampling Strategies, Estimated via Simulation-Optimization
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TABLE 7: Simulation-Optimization Outputs:  Evaluations of 20 Adaptive Sampling Strategies with the Smallest Total Errors
N
S
K
T
Error Rank
Cost Rank
Type 1* (Bad Cleans)
Type 2*  (Bad Skips)
Total Errors
 Expected Total Cost*

5
16
1
3.3
1
142
4.
30
34.
966571.

20
12
3
3.9
2
97
0
35.
35.
685,714.

20
8
3
3.3
3
141
5.
31.
36.
951333.

0
8
3
3.6
4
43
1
35.
36.
410190.

0
12
3
3.6
5
63
0
35.
36.
512095.

5
20
1
3.3
6
161
4.
32.
36.
1,066,667.

0
16
1
3.9
7
56
0
36.
36.
474667.

20
4
3
3.9
8
18
0
36.
36.
245048.

5
30
1
3.3
9
200
4.
32.
36.
1414286.

0
30
3
3.9
10
159
0
36.
36.
1060000

5
30
3
4.2
11
180
0
36.
36.
1232857.

20
12
3
4.2
12
93
0
36.
36.
669143.

10
16
3
3.6
13
114
0
36.
36.
789429.

20
8
1
3.6
14
61
0
35.
36.
496286.

10
20
3
3.3
15
201
5.
32.
37.
1414762.

10
8
3
3.6
16
49
0
36.
37.
439238.

0
8
1
3.9
17
17
0
37.
37.
236190.

20
4
1
4.2
18
12
0
37.
37.
198286.

0
30
3
3.6
19
167
0
36.
37.
1123810.

10
20
1
3.3
20
175
3.
33.
37.
1174286.

* Expected values, rounded to nearest integer, assessed by simulation-optimization
indicate that::

(a) Strategies with the lowest type 1 error rates tend to have higher type 2 error rates (as expected);  and

(b) Strategies that spend resources to reduce type 2 errors tend to create more than one type 1 error for each type 2 error removed.  Thus, the total error line slopes up while the type 2 error line slopes down.

Intuitively, cleaning all locations would eliminate all type 2 errors, but at the cost of introducing a larger number of type 1 errors.  If type 1 and type 2 errors are weighted equally, then the optimal strategy will lie toward the left of Figure 2.  One of the greatest contributions of the simulation-optimization methodology is to allow these trade-offs to be explicitly quantified.  The methodology also allows the sensitivity of the "best" strategy to the relative value weights placed on different goals or criteria to be assessed


In the absence of known, stable policy value weights for type 1 and type 2 errors, it is worthwhile to identify undominated strategies.  A strategy is undominated with respect to any set of criteria if no other strategy is better on all of them.  For example, strategies 8, 17, and 18 in Table 1 are undominated with respect to the criteria of "error rank" and "cost rank".  Here, the "error rank" column is used to number the strategies.  This column shows the ordinal  ranking of each strategy based on total error rate.  (Bold numbers in Table 7 indicate the strategies that are undominated with respect to the attributes in the corresponding columns.)  The Type 1 and Type 2 error columns and the cost rank column show information for each strategy for these criteria.  "Cost" in Table 7 is defined as the sum of sampling costs plus remediation costs, averaged over multiple imputations.  Estimated unit costs of sampling and cleaning each location were provided by the PRPs as inputs.  Sensitivity analyses showed that the undominated strategies were robust to realistic variations in these cost estimates.  

Although expected type 1 and type 2 error rates were primary criteria for decision-making, some attention was given to cost-effectiveness, in part because any remediation activity would remove some contamination that was not site-related.  (Indeed, it is not certain that the site is the source of the elevated soil contamination levels.  For example, Table 5 shows no apparent distance-related decline in soil concentrations around the site except in the north-northeast octant.  This contrasts with the impression given by the contours in Figure 1, in which the assumption of a smooth relation may have created important artifacts)  In light of these considerations, efficiency (i.e., estimated contamination removed for dollars spent) rather than impossible-to-determine responsibility (removal of all and only the site-related contamination) drove resource allocation.  Accordingly, undominated strategies were sought that ranked in the top 10% of all strategies on both total error rate and cost.  Strategies 8, 17, and 18 in Table 7 satisfy these requirements.


The adaptive sampling procedure corresponding to strategy 17 (N = 0, S = 8, K = 1, T = 3.9) was implemented early in 1998.  As anticipated based on multiple imputation analysis, none of the four neighbors of the most-contaminated site (K = 1) identified in the initial sample had higher average concentrations than those already observed, suggesting that the locations with the highest concentrations may have already been identified.  The adaptive sampling procedure therefore halted after one step with the conclusion that additional sampling was unlikely to reveal additional locations in need of remediation, based on the methods used and data collected already.  This outcome contrasted with an originally discussed "bright line" sampling plan that would have required sampling residential properties out to 2000 feet in all directions.  Both EPA and the PRPs agreed that using existing information about the spatial distribution of concentrations to identify and bound the area of greatest concern, focus the search for higher concentrations, and decide when to stop, led to a far more efficient and effective outcome than the bright-line procedure.

Despite this initial success and the conclusion that stopping now would be justified on the basis of existing data, given the policy goals and value weights incorporated into selection of strategy 17, other value weights could lead to different strategies and justify additional sampling.  The next step is to incorporate the newly collected data into the data set used to evaluate strategies in Table 3 and to re-rank the strategies according to different value weights for type 1 errors, type 2 errors, and costs.  This process is currently underway.

5.  DISCUSSION, EXTENSIONS, AND CONCLUSIONS 


Simulation-optimization appears to be a practical heuristic for identifying adaptive sampling plans that meet desired performance objectives. Unlike recent model-based spatial data analysis techniques (Byers 98, Dasgupta 98), it does not require specific assumptions about the spatial distribution of buried hazards, but instead uses multiple imputations from sample data to estimate the probability distributions of hazard concentrations at various locations.  As sampling progresses, the new data are fed back into the procedure to obtain increasingly refined estimates of the spatial distribution of contamination.  The technique provides a computationally practical approach to deciding where to sample next, when to stop, and what to do to optimize an overall performance objective such as expected utility or expected number of errors.  By imputing probability distributions for unknown concentrations, it allows expected values of objective functions that depend on these quantities to be estimated and allows quantitative trade-offs and sensitivity analyses to be performed.    


Simulation-optimization can be applied whenever the set of decision rules to be considered can be indexed by a vector of decision parameters and the expected performance of each rule can be accurately simulated. For example, suppose that a project manager determines that adaptive sampling is impractical, e.g., because it requires multiple intrusive visits to the community, and instead decides to use a two-stage sampling procedure, in which an initial sample is used to screen each residential property for further investigation, and a subset of the screened properties is then investigated further to determine whether remediation is needed.  No location may receive more than two sampling visits.  The appropriate class of decision rules in this case might be indexed by a vector of decision parameters of the following form:

p = (S1, T1, S2, T2),

where S1 samples are first taken from each location, an additional S2 samples are then taken from all and only those locations for which the arithmetic average of the first S1 samples exceeds the screening threshold T1, and then those locations are cleaned for which the average of the (S1 + S2) samples exceeds the action threshold T2.  Although such two-stage sampling (or its n-stage generalization) are very different from the adaptive sampling rules considered in this paper, the simulation-optimization heuristic can be applied to optimize its decision parameters. 


In summary, the mathematical forms of decision rules that can be implemented are often determined by pragmatic constraints rather than by purely statistical considerations.  Once the form has been decided, however, simulation-optimization can be used to identify the best specific procedure in the allowed class, provided that initial data are available to support the imputations required in the simulation step.  Thus, the simulation-optimization framework can potentially be applied to improve statistical decision-making in a wide variety of practical applications. 
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Dear Curtis:

I am pleased to submit the enclosed paper on "Adaptive spatial sampling of unknown soil contamination distributions" for consideration by Risk Analysis.  The paper primarily addresses a technical risk management decision-making question that practitioners must often face, namely, where to dig next given the data seen so far.  I think that the framework introduced here may have quite a few other practical applications to such tactical decision problems with incomplete data and little or no knowledge of an appropriate statistical model for the uncertain quantities (here, soil contamination levels) being studied.

I am hoping to get one more paper to you -- the one on a simulation model of benzene pharmacodynamics and its experimental validation that I mentioned to you a year or so ago -- within the next month.  That paper will complete a long line of research.  Sorry for the long delays between submissions.  Life has been busy! 


Finally, I read today in the SRA Risk Newsletter that you will be becoming Editor-in-Chief Emeritus.  Congratulations -- and yet, I will miss you as Editor-in-Chief!  It was your enthusiastic invitation to me to submit an article to Risk Analysis, based on my talk on probability of causation at an annual meeting in New York years ago, that first started me down the path of routinely writing up interesting insights from my HS&E consulting work for submission to Risk Analysis.  As a tribute to you, I am appending a list of the papers I have published in Risk Analysis since then.  Along the way, your advice (often to shorten my manuscripts to focus on the essence, and to cut the abstracts in half!), along with your fair-mindedness and encouragement in working through a diverse range of reviewer opinions and comments, have taught me a lot about how to write better in this field.  I shall always be grateful to you for being responsive in getting timely reviews on the few occasions when it was really important for the significance of a paper.  In short, thanks for being a great Editor and beneficial influence for most of my career in this most stimulating of fields.
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Tony  
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